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Abstract

This article describes a method for building applications with a three-tier structure (presentation, business, persistence) from an existing

relational database. The method works as a transformation function that takes the relational schema as its input, producing three sets of

classes (which depend on the actual system being reengineered) to represent the final application, as well as some additional auxiliary classes

(which are ‘constant’ and always generated, such as an ‘About’ dialog, for example). All the classes generated are adequately placed along

the three-tiers.

The method is based on (1) the formalization of all the sets involved in the process, and (2) the mathematical formulation of the required

functions to get the final application. For this second step, we have taken into account several well-known, widely used design and

transformation patterns that produce high quality designs and highly maintainable software.

The method is implemented in a tool that we have successfully used in several projects of medium size. Obviously, it is quite difficult for

the obtained software to fulfill all the requirements desired by the customer, but the uniformity and understandability of its design makes very

easy its modification. q 2002 Elsevier Science B.V. All rights reserved.
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1. Introduction

Reverse-engineering is one of the most important

activities of the software maintenance process. Its goal is

to obtain the representation of a system in a higher level of

abstraction than the original [3]. Nowadays, reverse-

engineering is often being used to recover conceptual and

architectural models of old systems that are later used as the

basis to ‘forward engineering’ the system to new

environments and paradigms, as the Internet, client–server,

object-oriented systems, distributed computation, com-

ponent-based software, etc. According to Arnold [2], this

whole process of reverse-and-forward is also known as

reengineering. In both techniques, the software engineer is

shifting the software product representation from one

abstraction level to another.

In the rigid sense of the Arnold’s concept of reverse-

engineering, after every step, a faithful representation of

the product in the preceding abstraction level must be

produced, without introducing changes in its structure or

behavior. During the forward stage, however, restructuring

techniques may be used at some abstraction levels to

change the product characteristics by adding new func-

tionalities, improving its performance, changing its rep-

resentation language, etc. i.e. classes with 15 methods

instead of 30, Java instead of Cþþ , UML instead of OMT,

etc. (Fig. 1).

Although it is the most frequent, source code is not

always the starting point of reengineering: in fact, several

authors have studied and proposed techniques for

reverse-engineering other types of products, such as

relational databases. Their goal is to obtain a conceptual

diagram representing the original problem domain,

usually as an entity-relationship (ER) or extended ER

diagram.

In outline, ER diagrams represent the structural relation-

ships among the entities of the universe of discourse being

modeled. In the last years, some database designers have

started using other modeling languages to represent

conceptual schemas, as UML class diagrams, since this

language covers a broader spectrum, is more expressive (as

a matter of fact, there are several proposals for mapping ER
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to OO schemas, i.e. Refs. [9] or [14]) and designers need

only to learn one modeling language.

The use of a class diagram representing the conceptual

schema of a relational database instead of an ER allows the

incorporation of object-oriented constructions (as beha-

vior) at this early stage, that can be used as the basis for

the forward engineering stage. Moreover, as the nature of

the object-oriented paradigm avoids finding a clear

boundary between analysis and design, and methodologies

for object-oriented development actually take this fact into

account, it would be advisable to use class diagrams as the

starting point for the forward stage of reengineering

projects instead of the ER approach. In this manner, the

software engineer can take advantage of some of the many

analysis, design or architectural patterns proposed in the

literature for restructuring the reverse-engineered software

product.

This article presents a complete reengineering method to

obtain a high quality three-tier application from the

relational schema of a database, and a tool implementing

such method: a class diagram representing the possible

conceptual schema is built from the relational database. This

class diagram is used in the forward engineering stage as the

basis for generating a three-tier application through the use

of a set of well-known design and transformation patterns

(such as the expert or the pure fabrication design patterns,

and the one class, one table and the one inheritance tree,

one table transformation patterns). A minimal, but far from

negligible, set of functionalities is supplied by the generated

application.

The method is based on mathematical descriptions of all

sets and functions involved in the reengineering process. In

this sense, Manfred Broy claims that Software Engineering,

as any other engineering discipline, needs mathematical

descriptions for its modeling aspects, description techniques

and development methods [6]. For this author, such

mathematical theory must not be too complex, since then

it would not be a very helpful contribution for software

engineers: the theory should give semantics to usual

description techniques (as class diagrams, state charts,

etc.) and should explain methods from a mathematical

rational, more in the form of a ‘formal description

technique’ (FDT) than as a ‘formal method’. This should

lead to a deeper understanding of software processes and,

what in our opinion is quite important, to a basis for more

powerful support tool. Other authors that follow this same

principle have also used a similar approach to recover and

maintain a system’s architecture, proposing the use of the

‘relation partition algebra’, that describes systems in terms

of sets, binary relationships and operations [25], using

familiar algebraic terminology.

According to the Broy’s idea of leading to a powerful

support tool, our work does not only remain in the proposal

of the FDT, but it also contains a tool supporting the entire

method.

The transformation functions for both the reverse and the

forward engineering stages provide mathematical descrip-

tions of the afore-mentioned architectural, design and

transformation patterns, that produces highly maintainable

software. This is an important issue because the generated

code will probably suffer modifications in order to fulfill all

the needed functional requirements, that will not be

completely covered by the generation process, that is, the

application generated has foundation enough to be modified

using what some authors have called ‘proactive mainten-

ance’ [26].

Besides our concrete method and tool, one of the main

ideas and conclusions of our work derives from the previous

point: as patterns are good solutions for common, recurrent

problems, mathematical descriptions of them are welcome

for providing them with tool support, making the work of

software engineers easier and cheaper. Some authors (cf.

[17]) have provided formal descriptions of design patterns,

but in our opinion they fall into the problem advanced by

Broy, that is excessive mathematical notation (although the

fact is that these authors need them in VDMþþ , which is a

formal object-oriented language).

The article is organized as follows: Section 2 is a brief

study of some related works; in Section 3, the whole

transformation process (reverse and forward engineering,

this one for code generation) used in our method is depicted

and explained in natural language; Section 4 presents the

formalization of the used sets and functions, illustrating

with some examples. Then, the tool we have built and used

is presented in Section 5, including some architectural

details. Section 6 draws our conclusions and future lines of

work.

2. Background

Applying a reengineering process to a database can be due

to the desire of migrating it from an old data model (Codasyl,

for example) to a new one, to the change of database

management system, to the detection of integrity errors, etc.

Three sequential stages are followed during the development

of the database: conceptual design (representing the

information schema independently of the system where it

will be saved), logical design (the conceptual schema is

translated into an optimized logical schema depending on the

Fig. 1. A simplified reengineering model.
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final data model, as relational or object-relational) and

physical design (the logical schema is translated into a set of

static and dynamic structures now depending on the final

target system, management system, etc.).

Several authors have made different proposals for

reverse-engineering relational databases. Hainaut et al.

[15] propose a general method to apply reverse-engineering

to any database system or files collection, consisting of four

big processes, inverse to the forward engineering stage: (1)

data structure extraction; (2) data structure conceptualiz-

ation; (3) untranslation, that detects compliant constructs

(with respect to the database management system) and

replaces them by independent constructs; and (4) conceptual

normalization, that recovers the high level structures

produced during the forward stage.

Other approaches in this sense are those of Shoval and

Shreiber [27] and Chiang et al. [12]. The first work presents

a method that obtains a binary relationship diagram from a

relational database. The main drawbacks of this work, such

as it is presented, are the lack of automation of the process

of data input (the information on the relational schema

must be manually introduced), and the short utilization of

the binary relationship model for conceptual data model-

ing. Moreover, this would lead to devote a big effort for

adapting the proposed algorithms to other conceptual

models more widely used. In the second work, an algorithm

to get an extended ER schema is proposed. It uses some

schema information (relation names, attribute names and

primary keys), the actual data saved in the database and

questions to the user to obtain the schema, including

inclusion dependencies. These ones are inferred by the

algorithm, but finally determined by the user. This

interaction is not required in our algorithm, since we use

more information from the data dictionary, such as

relationships among tables. Another difference with our

method is that we also use the column data types, since the

class diagram we obtain requires this information for the

forward engineering stage.

Pedro de Jesus and Sousa [8] also presented an

interesting study analyzing the characteristics of several

proposals (required initial state of the database, output

products…) and presented a method allowing the mixed use

of all of them. Eight methods of different authors are

analyzed: except one of them [23], that produces an OMT

class diagram, the others produce ER or extended-ER

conceptual schemas. These methods produce their best

results when the legacy data fulfill a set of desirable

preconditions, as to be at least in the third normal form, lack

of inconsistencies, etc. The method by Pedro de Jesus and

Sousa takes advantage of all the previous ones because it

obtains a set of database clusters, every one of them

grouping elements according to their suitability for being

reverse-engineered with the use of one of the methods they

analyze. At the end, their ‘macromethod’ also produces an

ER schema, that is used as starting point for the construction

of the new database.

In the context of federated database systems, Castellanos

[11] obtains object-oriented specifications of the relational

databases belonging to the system, using the data on the

database and the corresponding metadatabase. The obtained

model is represented in BLOOM, an object-oriented

specification language that captures different types of

generalization and aggregation relationships. The model is

used for increasing the knowledge about the individual

databases of the system. Differences with our method are the

target product (in both cases a class model is obtained, but in

our case is an intermediate product, being executable code

and maybe a restructured database our final product), and

the language used for representing the conceptual schema

(UML instead of BLOOM). Our approach also differ in the

reverse-engineering stage, since we do not use the actual

data in the database, only those in the metadatabase.

Andersson [1] extracts the possible ER schema used to

build the database analyzing the data manipulation

language, looking for among the SQL statements embedded

in the source code of the programs that use the database. So,

for example, primary and foreign keys are identified through

the study of the join conditions existing in the SQL

statements.

The models obtained by the algorithms proposed by

these authors can be sometimes richer than ours, but only

from a merely conceptual point of view. Our method,

however, is more powerful than these ones in the sense of

that it uses information on the data types, produces a

standardized conceptual model that is supported and

operable by common, commercial tools, and that also

generates easily maintainable executable code.

As users generally manage the information kept in a

database through a set of external programs, the structure

of the documents where the database is represented (i.e.

data models) has a strong influence on the corresponding

documents representing the programs (i.e. functional

models). The object-oriented paradigm increases the

cohesion of both models unifying data and behavior

under a common point of view. So, the ER schema

obtained from the reverse-engineering stage could be

translated into a class diagram (excepting when a class

diagram is obtained, as in Refs. [11] or [23]) in order to

take advantage of object-oriented constructions, tools, etc.

for the next forward stage.

Object-oriented conceptual schemas can be improved

with formal notations and languages, as object constraint

language (OCL) [30], TROLL [16] or OASIS [21] generating

completely executable applications. In some cases, their

formal notations can be hidden beyond a standard graphical

notation, as UML. Our approach will be much more modest

than these, since what we want is to produce executable

applications with just some functionalities, but with high

maintainability in order to enable their modification without

too much effort.

Some of the tools for generating code that can be used

are Rational Rose (from Rational Software Corporation
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[24]) and Together (from Together Soft [29]), which

automatically generate different types of code from class

diagrams. Rational Rose 2000, for example, comes with an

add-in that provides a round-trip engineering process from

SQL92 to UML class diagrams, and vice versa. However, it

is difficult to give the class model all the details that the

add-in requires to generate the schema (associations must

be navigable in one direction only, the length must be

specified for some data types, etc.). Inheritance relation-

ships, although supported in the class model, are not

directly represented in the database as it is usual (that is,

with primary keys propagation): primary keys are gener-

ated adding new columns to each table that do not exist in

the class model (instead of having some mechanism to

highlight those fields in the class corresponding to the

primary key, such as a stereotype), and a table is always

built for every class (although this is the most usual, other

options are possible, as we say in Section 3.2). An

additional drawback is that classes must be specifically

stereotyped for Oracle, a fact that impedes the use of the

same model for generating code for other targets, as Cþþ

or Java programs. In spite of these problems, this add-in is

a powerful aid for developers, that can use some of the

tools included in Oracle 8 for building their applications

(Developer or JDeveloper, for example).

Several integrated development environments have

wizards that build programs directly from the physical

database: Microsoft Visual Studio 6.0 includes one for

accessing a database and to generate a single application

allowing data listing and the most common operations

(insert, delete, etc.) with records. It takes advantage of

several ActiveX components that produce non-portable

code. Persistence responsibilities are monolithically mixed

with user screens (although depending on the options that

the user selects, some code can be placed in internal classes,

directly coupled to the database and without any corre-

spondence between the code and the database). In this case,

a class is generated for every selected table, but without

relationships among them. In any case, the class model

obtained is not at all similar with the possible class or ER

model initially used as conceptual diagram for the further

construction of the database. On the other hand, navigation

across related records in different tables is not allowed.

The tool we present in Section 5 builds a class diagram

representing the conceptual schema of the database being

reverse-engineered. The tool considers this class diagram as

the business tier of the application to be generated, and it is

therefore the basis for the automatic generation of all the

code, what includes, besides the business tier, also

presentation and persistence. Moreover, the class diagram

is saved in Rational Rose format, what allows its

restructuration, correction, etc.

3. Design and transformation patterns

It is a good idea to use some pattern while focusing on

the development of a new application with a strong

database support. Software patterns are good solutions for

frequent problems, and the implementation of tools for

managing relational databases is one of the most common

problems that small and medium software companies must

deal with. For this issue, the use of a three-tier

architecture is a good pattern to give the application a

robust architecture.

3.1. Three-tier architecture

Fig. 2 shows a specimen of the class structure of an

application, designed using three-tier architecture. The

middle tier is called business tier, and is mainly composed

by all objects that are a meaningful part of the problem’s

universe of discourse. Usually, it contains a wide set of

persistent classes, that are those which must survive systems

Fig. 2. A specimen of a three-tier application.
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stops, keeping their instances in some kind of database.

Objects in this tier are hidden for the user, who only can

manipulate them via a set of screens, located on the

presentation tier. This is composed by all available user

screens, and has direct access to business objects through

their public members. Persistent objects, located in the

business tier, access the database via a set of classes located

in the persistence tier. In the example of Fig. 2, a broker [7]

has been put into this tier to centralize all communications

among business objects and the database.

In order to separate the complexity of the business logic

from their presentation, business objects are not directly

related to those in the presentation tier. This allows the

development of software that is more maintainable and

reusable, to devote specialized people to the development of

each tier, etc. [18]. Changes in the state of business objects

are communicated to the interested objects in the presen-

tation tier via intermediate objects, that often correspond to

instances of the observer pattern [13].

3.2. Transformation patterns

The set of persistent classes in the business tier is often

used as the conceptual diagram for the next design stage

of the database. Although in the last years, a couple of

new types of databases have emerged (active, object-

relational and object-oriented), most enterprises are still

using relational technology to save their data [19]. With

this fact in mind, several transformation patterns can be

used to translate a conceptual diagram to a relational

schema.

1. Through the one class, one table pattern, one relational

table is built for each class in the business tier (Fig. 3b).

Some relationships among tables are translated into

new tables (to represent, for example, many to many

relationships), whereas others are represented via

foreign key constraints.

2. Through the one inheritance tree, one table, one

relational table is used to provide persistence to a

complete inheritance tree (Fig. 3c). With this trans-

formation, there is a correspondence from many

business classes to just one table, which implies that

the table will probably have a large number of NULL

value columns.

3. Through the one inheritance path, one table, one

relational table is built for each path in an inheritance

tree (Fig. 3d).

In practice, it is difficult that only one transformation

pattern be suitable for the whole business model, and the

previous patterns are applied to different fragments of the

diagram. Our method and tool is capable of transforming

class diagrams into relational databases using these tree

patterns individually; we are now studying the automation

of the combined use of them.

3.3. CRUD pattern

A set of methods must be given to every persistent class

to manage its own persistence. The minimal set of methods

is known as CRUD operations [22,31]: Create, to save the

information of an instance in the corresponding database

table or tables, and that may correspond to an insert SQL

statement; Read, to build instances from the information

saved in the database, that may correspond to a Select;

Update, to refresh the information of the object in the

database; and Delete, to remove the instance information

from the database.

Fig. 3. A class model (a) and some possible transformations to relational

schemas (b–d). (a) Original class model as conceptual data schema. (b)

Transformation according to the one class, one table pattern. (c)

Transformation according to the one inheritance tree, one table pattern.

(d) Transformation according to one inheritance path, one table pattern.

M. Polo et al. / Information and Software Technology 44 (2002) 923–941 927



The CRUD methods may be located in their own classes

or may be delegated to associated classes—pure fabrica-

tions, as Larman calls them [18]—in order to keep the high

cohesion and low coupling of the business classes. Fig. 4

shows two possible ways to delegate the persistence

operations to associated classes, although there are many

more (i.e. [22]). Furthermore, with pure fabrications,

business classes are not directly coupled to either the

database or to the broker, which removes any possible

dependence on the right tier.

In any case, either using pure fabrications or the

expert pattern [18] to implement persistence operations in

the self class, the persistence instance itself is responsible

of calling persistence operations, maybe in response to an

external stimulus (a button pressed by the user, a

periodic event triggered by a clock), or due to the

insertion of a new instance of one of its subclasses (as it

happens when a Reader is inserted in the database of

Fig. 3b).

Any of these behaviors may be described using an

interaction diagram in which the final implementation

language is not taken into account. Supposing the class

diagram of Fig. 4b, a possible sequence diagram for

inserting an instance in a normal scenario of person could

be that shown in Fig. 5.

As can be seen, the sequence diagram for inserting any

other persistent instance would be exactly the same,

requiring only the substitution of the names of the involved

classes and parameters. Regarding the code, the implemen-

tation of the insert method is quite similar in all classes,

since there are variations only in the names of the table,

columns, and in the name of the class fields. The

transformation pattern used for building the relational

schema from the class diagram is the most influencing

factor for this issue:

† In Fig. 3b, the insertion of a Reader requires the prior

creation of a transaction for inserting the corresponding

instance of Person, then the insertion of the Reader and

the closing of the transaction, perhaps taking some

decisions in the middle if something fails.

† In Fig. 3c, the insertion of the same Reader requires to

put null values in those columns that proceed from the

Driver class.

† In Fig. 3d, no transaction needs to be opened for the

single insertion of just a Reader, since its corresponding

table contains just the information required by these

instances. However, this pattern could introduce integrity

problems (the telephone of the same physical Person

could be different in tables Readers and Drivers ).

Fig. 4. Two different implementations of the pure fabrication pattern, used in this example to delegate persistence operations to associated classes. (a)

Delegation to static methods. (b) Delegation to an associated instance.
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3.4. Minimal behavior

Thanks to the three-tier architecture, the problem of

persistence responsibility assignment is transparent to

presentation tier designers: in fact, from the persistence

point of view, only the interface offered by persistent classes

is required to perform their job. A minimal set of

functionalities in the presentation tier should allow the

user the execution of all persistence methods and

the navigation among related instances (these are rows in

the relational database).

The general behavior of the presentation tier can be also

described using interaction diagrams. A minimal set of

functionalities could be the following:

† The application must give the user the possibility of

opening any table in the database and to see a list with all

its records.

† The user can select any row in any list of records and see

the specific data of the selected row in a ‘card’ window.

† Card windows must give the user the possibility of

creating, updating and deleting instances.

Fig. 5. Sequence diagram for inserting a person.

Fig. 6. Collaboration diagram for describing some functionalities.
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Fig. 6 uses a collaboration diagram to show some of these

functionalities. Observe, for example, that when a card

screen is loaded to show a person, the user needs to press the

Modify button to enable textboxes and change the data. At

this moment, the program knows that if the Save button is

pressed, then the instruction to be executed on the associated

instance of Person must be insert (), whereas it would be

update () if the pressed button would have been New. The

behavior, of course, could be quite different. This one is just

a proposal.

With the previous discussions and some experience,

any software engineer can transform a class diagram into

a whole well-built, well-architectured and easy-to-main-

tain application providing a minimal (but not scornable)

set of functionalities. Additionally, if an automatic tool

would be provided for this forward engineering activity,

much recurrent work would be saved. Clearly, the

transformation process is so automatic, that it is not too

difficult to give it an implementation. As we mentioned in

Section 1, it is much better to support it with a

mathematical basis.

4. Formalization of sets and functions

In this section, we provide formal definitions of all the

sets involved in the transformation process: relational

databases and three-tier applications. The approach for

defining a software system used in Ref. [4] is suitable for

our goal: a system S is a pair composed by modules (that

will be tables or classes in our case) and relationships

(that will be foreign key constraints, associations, etc. in

our case):

S ¼ ðM;RÞ; R # MxM:

4.1. Formal description of a relational database

From our reverse-engineering point of view, a relational

schema is a graph composed by tables, which are its nodes,

and foreign key constraints, which are the arcs. Other

characteristics of the database, as triggers or check

constraints are not currently taken into account neither in

the method nor in the tool, although we are analyzing the

inclusion of these ones and of other elements, such as data

types defined in the database. Therefore, with this

consideration:

DB ¼ ðTables;FKSÞ; where Tables is the set of tables,

and FKS is the set of foreign key constraints. A foreign key

constraint is defined between two tables (the parent and the

child) to restrict the possible range of values of one or more

columns in the child table to the set of existing values in the

corresponding set of columns of the parent table. As all

foreign keys impose constraints among existing tables, then

FKS # Tables £ Tables:

† t [ Tables ¼ ðName;Columns; IndexesÞ; where Name is

the name of the table and Columns is a set of columns.

Each element of Columns is defined as: c [ Columns ¼

ðName;Type; allowsNotNULL; isPKÞ; that corresponds to

the column’s name and type, whether it allows null

values and is part or not of the primary key. Indexes is the

set of alternative keys (unique indexes) in this table, and

is composed by subsets of columns.

† f [ FKS ¼ ðtMain:Name; tSec:Name; cMain; cSecÞ;

where tMain [ Tables is the child table (that with the

primary key or unique index involved in the

constraint); tSec [ Tables is the child table (which

has the foreign keys); cMain # tMain:Columns is the

set of columns in the child table which constitute the

primary key or alternative key; and cSec #
tSec:Columns are the set of columns which compose

the foreign key in tSec, and whose possible values are

restricted to those in cMain.

4.1.1. Basic operations

We will use the notation Element:Subelement to simplify

calls to operations on Element that must return the element

whose name is Subelement. For example, if t [ Tables, then

t:Name returns the name of t. We will also use this notation

to return a set: for example, given t [ Tables, the expression

t:Columns returns the set of columns in the table t.

Moreover, we define a number of functions working on

relational schemas:

getPksðt [ TablesÞ ¼
S

;c[t:Columns ðc=c:isPK ¼ trueÞ;

which returns all the primary key columns in t. This function

may be expressed as an algorithm:

getPksðt [ TablesÞ : Columns {

R ¼ B

;c [ t:Columns {

if ðc:isPKÞ R ¼ R < {c}

}

getPks ¼ R

}

The following function returns whether the table has or

not primary key:hasPksðt [ TablesÞ ¼ ðgetPksðtÞ . 0Þ;

which returns true or false depending on the existence of

primary key columns in t.

The following returns all primary key columns in the t

table, but as non-constrained columns, that is, it returns the

set of primary key columns in t, but allowing null values and

not being primary keys. This function is useful for adding to

a table a set of foreign keys pointing to the primary keys of

another table:

getPksAsFksðt [ TablesÞ

¼
[

;c[t:Columns

ððc:Name; c:Type; true; falseÞ=c:isPk ¼ trueÞ
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Its algorithmic version is:

getPksAsFksðt [ TablesÞ : Columns {

R ¼ B

;c [ t:Columns {

if ðc:isPkÞR ¼ R < ðc:Name; c:Type; true; falseÞ

}

getPksAsFks ¼ R

}

4.2. Formal description of a three-tier application

According to Section 3, we want to generate a three-

tier application to manage a relational database with a

minimal set of functional requirements, mainly related to

the execution of persistence operations and navigability

across records. In our discussion, every persistent class

has a corresponding card screen in the presentation tier

(Fig. 2) in charge of allowing its visualization and

manipulation by the user, as well as an associated class

in the persistence tier with the unique purpose of

managing its own persistence (Fig. 4). Therefore, a tier-

application like those described consists of three class

models, which will be the first concept to be formalized in

this subsection. Then, connections among them will be

presented.

4.2.1. Formal description of a class model

Through a textual description, a class model is seen as a

set of classes and interfaces mutually related. Both classes

and interfaces consist of a set of fields and methods.

Interfaces can be considered as pure abstract classes, since

all their methods must be abstract; classes may be or not be

abstract, since their methods may have a body. In interfaces,

an initial value is given to fields, whereas this is not

mandatory in classes.

Classes are related to classes and interfaces via

associations, aggregations and dependence relationships;

inheritance relationships are allowed from one class to

another, whereas classes may be related to interfaces via

implementation relationships. As an interface may be

considered as a pure abstract class, implementations may

be also considered as inheritance relationships. Interfaces

may be also related to other interfaces via implementations,

which is similar to an abstract class that inherits from

another abstract class.

Although several programming languages, as Smalltalk

or Java, have constructors with a direct correspondence

with the general object-oriented concepts previously

mentioned, it is also true that such concepts may be

understood from a conceptual point of view, and then to

map them to other types of programming languages:

interfaces do not exist in Cþþ , but they can be translated

as pure abstract classes, converting implementations into

inheritance. Other concepts, as multiple inheritance, may

be adequately implemented in programming languages that

do not support it.

With these ideas in mind, it is possible to provide a

formal description of a class model in an algebraic way. In

fact, in the line of Ref. [4], a class model can be viewed as a

system composed of classes, interfaces and relationships

among them:

M ¼ ðC;RÞ; where C is the set of classes and interfaces

and R is the set of existing relationships among elements in

C : R # C £ C:

The set of relationships is: R ¼ ðA;DÞ; being A the set

of associations of aggregations, and D the set of

dependences. The formal modeling of inheritance and

implementation relationships is considered in the formal

description of C’s elements, that is, in the description of

classes and interfaces.

The two following two epigraphs provide formal

descriptions of C and R.

4.2.1.1. Formal description of C, the set of classes and

interfaces. Assuming that interfaces are abstract classes,

then the elements in C can be defined as:

c [ C ¼ ðName;Fields;Methods;Parents; isInterface;

TierÞ; where Fields is the set of the class fields; Methods

is the set of methods; Parents is the set of parent classes

and implemented interfaces by c; isInterface is a boolean

value that indicates whether c is or not an interface;

and Tier is the name of the tier where the class is

located.

We can analyze these components in more depth, giving

details on the definition of each field ( f [ Fields ) and each

method (m [ Methods ).

† f [ Fields ¼ ðName;Type;Visibility; correspondsToPkÞ;

where Name, Type and Visibility, respectively, are the

name, type and visibility of the field. As we are

focused on the translation of class models into other

class models (that is, a restructuration) and into

relational schemes, we add the element correspond-

sToPk to the definition of f to indicate whether the

field corresponds to a column that will be part of the

primary key. In a class diagram written, for example,

in UML, this information can be saved with the field

as a field’s stereotype, by a convention in its name or

by any other method.

† m [ Methods ¼ ðName; Type; Visibility; Arguments; is

StaticÞ; where Type is the class of the result returned

by the method; Arguments is a set composed by pairs

(Name, Type ); isStatic [ {true; false}:

† Parents ¼ {p [ C=p is a parent of or an interface

implemented by this class}

† isInterface [ {true; false}

M. Polo et al. / Information and Software Technology 44 (2002) 923–941 931



With these descriptions, the set C remains as follows:

C ¼

{ðFields1;Methods1;Parents1; isInterface1Þ;

ðFields2;Methods2;Parents2; isInterface2Þ;

· · ·

ðFieldsn;Methodsn;Parentsn; isInterfacenÞ}

4.2.1.2. Formal description of R, the set of relationships.

The set R includes associations, aggregations and depen-

dence relationships. Actually, in the work described in this

paper we give the same treatment to associations and

aggregations, and this is the reason of putting them together

into the same set, A. A possible distinction between them

that we do not take into account would create cascade

updates and deletes with aggregations, and ‘set null’

propagations with associations. On the other hand, depen-

dences are temporary, casual relationships among classes

and are located in a different subset of R, D. Then, R ¼

ðA;DÞ:

In this work, we only consider the existence and

modeling of binary relationships, setting for future advances

of this research the considering of higher-order relation-

ships, as we point out in Section 6.

Let us describe the elements in these subsets of R:

† a [ A ¼ ðcL; cR; isFinalL; isFinalR; cardL; cardR;Name;

FieldsÞ; where cL [ C; cR [ C represent the ‘left’ and

the ‘right’ classes involved in the relationship; isFinalL

and isFinalR are boolean values meaning whether cL or

cR are final classes in the relationship, respectively,

(‘final’ must be understood in the context of the

association navigability); cardL and cardR represent

the cardinalities of cL and cR in the relationship; Name is

the possible name that the relationship has; and Fields is

the possible set of fields of the association or aggregation.

The structure of Fields has been described in Section

4.2.1.1.

† d [ D ¼ ðcL; cRÞ; where cL [ C; cR [ C: cL and cR

represent the two classes involved in the dependence

relationship, in the sense that cL depends on cR.

4.2.1.3. l, a distinguished symbol. We will use l to

represent an empty element with the same sense as in

automata and language theory (cf. [5]). For example, if an

association a has no name, this circumstance is represented

with the expression: a:Name ¼ l:

4.2.2. Formal description of the three-tier application

As a three-tier application is composed by three class

models, it can be represented as:

T ¼ ðU;B;PÞ; where U represents the presentation tier,

containing the classes in charge of interacting with the user;

B is the class model representing the business tier, and P is

the persistence tier, with all classes in charge of giving

persistence to business objects.

The transformation function we must describe returns T

from DB, being T the final application and DB the relational

database: f ðDBÞ ¼ T ¼ ðU;B;PÞ: Let us carefully describe

the behavior of f.

4.3. Transforming functions

This section describes the process of obtaining the whole

final application from the relational schema. Class models

representing every tier are obtained separately without

making connections among them. Then, a second step

establishes the needed relationships among classes in

different tiers. A third, last step adds the needed behavior

to all classes.

4.3.1. Obtaining the business class model

In this section, we describe the algorithm used to

obtain a business class model representing the possible

conceptual schema that was used during the development

stage for building the relational database. The algorithm

works as whether the one class, one table pattern had

been used to build the relational database. Obviously,

different patterns could have been used to build the

database, and therefore, the obtained class model might

not be a faithful representation of the original conceptual

model: for example, if the database is that represented in

Fig. 3c, our algorithm and tool would build a class

diagram with only two classes related with a one to

many association, instead of recovering the actual

conceptual model used, shown in Fig. 3a. In spite of

this, the obtained class model adequately describes the

database structure and, thanks to the use of well-known

patterns, the final application is easily modifiable.

Moreover, our experience in the application of the tool

shows that the most of the structure of most databases

proceed from the one class, one table pattern; therefore,

the loss of significance is usually reduced to a small

piece of the diagram. Thereinafter, we are currently

improving the method for detecting other possible

patterns used for building the database, such as the one

inheritance tree, one table pattern, what requires the

analysis of actual data instances, as other researchers

have done (Section 2).

When the one class, one table pattern is used for

forward engineering, our algorithm builds a class for

each table in the relational database, a field is added to

the class for each column in the table, and those fields

proceeding from the columns that compose the primary

key are adequately highlighted.

The following algorithm returns the structure of the

business class model (M ) of the relational database passed

as parameter.
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As it is seen, lines 3–20 create and add a new class to the

business model for each table in the relational schema, also

adding a new field for each column in the table and a

minimal set of methods:

† An empty constructor, to build instances with default

values in all its fields.

† A ‘materializer constructor’, that takes as many

parameters as there are columns in the primary

key. This constructor is used to materialize

instances from the information stored in the

database.

† The insert, update and delete methods are used to

manage the persistence of the instance.
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After building all classes, foreign key constraints

are processed in order to produce some kind of rela-

tionship between classes: in line 29, the algorithm

supposes for a while that the current constraint is

representing an inheritance relationship. This is confirmed

or denied by the loop in lines 30–33, that works in

following way:

If any column of this foreign key is not a primary key

in the child table of the constraint, then the algorithm

supposes that the constraint is representing an association

relationship. Fig. 7 is a brief piece of one of the databases

where we have applied our method and tool. There is a

foreign key relationship between Persons (parent table)

and Suppliers (child table) through the SSN column.

Initially, this constraint is supposed to be representing an

inheritance relationship; however, as SSN in Suppliers is

not part of its primary key, the modeled relationship is

passed as an association.

Even though all the columns in the child table of the

foreign key are part of its primary key, if the algorithm sees

that the number of columns in this foreign key constraint is

different than the number of columns composing the

primary key, then the constraint is also supposed to be

representing an association relationship. In Fig. 7, this is the

case of the foreign key constraint between Messages and

SentMessages: IdMessage is the only column composing the

set of columns in the child table of this constraint, and it is

also part of the primary key of SentMessages. However, as

the number of columns composing the primary key (which

is two) is greater than the number of secondary columns (it

is one), the algorithm considers that the constraint is also

modeling an association between the class Message and

SentMessage.

When the columns composing the foreign key constraint

in the child table are all of them a primary key, then the

algorithm considers that the constraint is modeling an

inheritance relationship (this approach is also used in

Ref. [20]). In Fig. 7, the SSN column in the foreign key

constraint between Persons (main table) and Customers

(secondary table) is a primary key, and it is also the whole

primary key of the secondary table. Therefore, the algorithm

supposes that this relationship is modeling an inheritance

relationship between the class corresponding to the child

table and the parent one.

The detected inheritance relationships are processed in

lines 35–41: this piece of code adds the superclass to the set

of parents of the child class, and removes from the child

those fields proceeding from its parent. When the constraint

has been reverse-engineered into an association, the

algorithm checks whether the association cardinality must

be 1, searching in the set of indexes of the table the

cardinality of the foreign key (i.e. if it is an unique index,

then the cardinality of the association is set to 1 in the class

proceeding from the child table). Fields proceeding from the

columns in the child table are also removed from its

respective class, and an association is added to the model.

Sequence columns do not receive a special treatment by the

algorithm neither by the tool. In the generated application,

the programmer must change the code to give the adequate

treatment for the fields proceeding from these columns.

Sometimes, it is possible that some classes lose all their

fields after modeling all their relationships with other

classes. In this case, the class must be removed from the

model and its’ relationships must be substituted by others.

These operations are made by the following algorithm,

which is called in line 60 of the previous one:

Fig. 7. A relational schema used as example.
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In the example of Fig. 7, the class corresponding to

the SentMessages table losses its two fields because they

are modeling two associations with Messages and

Persons. removeEmptyClasses detects this situation and

searches all associations where the SentMessagges class

is involved; the algorithm adds a new association

between SentMessages and Persons and, then, removes

the empty class and the original associations from the

final class model.

The resulting business model (after having manually

written in singular the class’ names) for the database in

Fig. 7 is shown in Fig. 8.

4.3.2. Obtaining the persistence tier

In the persistence tier, we put a pure fabrication class for

each business class, that implements all persistence

operations. In our architecture, the database is accessed

via a broker that centralizes all calls to the database. The

broker always has the same structure for all the applications,

and can be considered as a constant.

From the several possibilities for implementing pure

fabrications for persistence, we have selected the first

alternative of Fig. 4: a class containing static methods

directly callable by business instances. An algorithm to

generate this tier is:
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This algorithm creates the associated class for each

class in the business model, adding the four CRUD

operations and the associations with the broker, that is

known by all pure fabrications. The broker is built by

the getBroker operation, which returns a ‘constant

class’.

According to our architecture, instances of business

classes have only direct knowledge of other instances in

the same tier, and of their corresponding pure fabrica-

tions for persistence, placed in the right side tier. These

are the objects than can receive messages from business

objects.

4.3.3. Obtaining the presentation tier class model

The business model obtained in the previous step is the

required input for generating the presentation tier because,

as we stated in Section 3.1 and followings, a card screen is

built for each persistent class. The user must also be able to

open a list of all related records to the instance currently

shown.

In this tier, we also include a set of standard classes

(dialogs to show messages and asking for confirmations,

for example) and an initial screen with a menu to go to a

list of all the records in all the tables (Fig. 6). Lists are

also shown in a special screen that although it is standard

as well, it is analyzed below individually. This screen

knows the persistence tier through a ListManager class,

that is placed in the business tier in order to maintain the

absolute decoupling of the presentation tier from the

persistence one.

The following algorithm creates the presentation tier of

the application:

The algorithm to build the lists screen is the

following:

Fig. 8. Resulting business model.

M. Polo et al. / Information and Software Technology 44 (2002) 923–941936



The next one adds to the card screen corresponding to the

business class passed as parameter so many methods for

navigating across related records as classes it knows:

4.4. Example

When we apply the algorithms presented in the previous

sections to the database of Fig. 7, they produce the class

diagram of Fig. 8, which is saved in Rational Rose for doing

possible modifications. This class diagram is also used as

the basis for generating the three-tier structure shown in

Fig. 9. This is not the final structure of the code representing

the application, since the tool can be customized in order to

incorporate more elements and characteristics, as we

explain in Section 5.

The process for connecting the tiers is quite trivial, and

this is the reason of not providing a formal description for it:

every card screen has a field of the type of the business

object it is showing, that is the receptor of the messages

produced by the user; in the same manner, every business

object is connected to its corresponding pure fabrication

class, which is in charge of managing its persistence.

5. The tool

We have developed a tool that implements the reverse-

engineering method explained in this article. It takes an

ODBC data source or a Microsoft Access database as input

parameter, and builds a three-tier structure for a possible

application to manage the database. All sets involved in the

transformation process (classes, relational database, models,

etc.) have been modeled as classes, and operations have

been translated into methods.

The tool has been developed in the Microsoft Jþþ

language, since it is similar to Java and allows the easy

integration of ActiveX components within the application.

We use these components to easily work with Rational

Rose models (which are accessible as ActiveX com-

ponents), which is the intermediate point of work. The

access to the metadatabase is got using some interfaces

provided in the java:sql package (Fig. 10), as Database-

MetaData, that implements for example the methods

getTables and getColumns ); in the case of Microsoft

Access, we use the Microsoft Data Access Objects library,

since some of the methods of java:sql are not implemented

by this database manager. The next release of the tool will

be implemented in the new J# language of the Micro-

soft.NET platform.

Through the ‘Reverse’ button, the tool builds a class

diagram representing the possible conceptual diagram used

to build the database (or a piece of it), as was explained in

Section 4.3.1. Then, the user builds an executable three-tier

application with a minimal set of functionalities by pressing

the ‘Forward’ button. The user can also make a number of
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choices to select some characteristics of the application to

be generated. As is shown in the right side of Fig. 11, the

tool can also generate a new relational schema from

the business class model using any of the three transform-

ation patterns mentioned in Section 3.2.

The architecture of the subsystem in charge of the

forward engineering process is depicted in Fig. 12: on its left

side, there is a set of classes representing the structure of the

generated three-tier applications. The self three-tier appli-

cation class has references to three interfaces, that can be

implemented by as many code generators as programming

languages, platforms, development environments, etc. for

which we want to provide code. The delegation of

generation responsibilities to external classes makes the

tool very expandable.

All the classes used by the tool implement the Serial-

izable Java interface, that allows the structure used to

represent the three-tier application or only one of the tiers to

be kept in a secondary storage media. Moreover, the tool

can also save the whole application or just a tier into a

Rational Rose model, that is very useful for performing

changes of the reverse-engineered model.

Fig. 9. Structure of the three-tier application obtained from the database of Fig. 7.

Fig. 10. Some operations in the interfaces provided by the java:sql package.
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Fig. 11. Main screen of the tool.

Fig. 12. A fragment of the tool architecture.
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The tool has been recently applied to a number of

migration projects: transition from national currencies to the

Euro has been the best excuse of many companies for

updating their information systems to new operating

systems and environments. Some of the companies still

had their programs running on MS-DOS mode and

managing a dBase III database. In these cases, the

reengineering process started with the migration of the

files and indexes to a Microsoft Access or SQL Server

database. Then, the software engineer established the

foreign key relationships among tables, maybe changed

currency-columns values to euros and, then, the new version

of the program was generated in one or more selected

programming languages: we have always preferred any Java

environment and/or servlets for the presentation tier, as they

support object-oriented constructions completely and have

total compatibility (without any effort) with the business tier

also generated in Java. This has allowed the customers to

access their data from any remote place via Internet, which

is very appreciated.

6. Conclusions and future work

This article has presented a method for generating fully

executable applications from a relational schema repre-

senting the information structure of a system. The method

uses formal descriptions of the different sets used in the

transformation process and defines algorithms to

implement the translation. This makes the process

independent of the target programming language or

platform. A translation tool, according to this method,

has also been presented.

The reverse-engineering algorithm produces the business

class modeling of the relational schema working as if the

one class, one table pattern was used during the develop-

ment stage. We want to extend the method and the tool to

consider the possibility of reverse-engineering the relational

database according to other patterns and to combinations of

patterns. Other improvements that are being currently

studied include the processing of n-ary relationships and

the detection of other possible patterns that were used

during the database construction. For both issues, the

analysis of actual data instances will be a help, as has been

evidenced by Soutou [28] (for example, the detection of a

set of records with a certain column set to null could mean

that the one inheritance tree, one table pattern has been

used). Moreover, several additional modules are being

programmed to generate the tiers for other environments

and programming languages.

For concluding, it is also interesting to study the

possibility of reverse-engineer an object or object-relational

database, as well as to produce one of these from a legacy

relational database. However, our industrial experience for

this moment has not required to deal with models, although

we will probably put on it our attention in a next future.

Fortunately, the independence of both the reverse and the

forward engineering stages allows us to devote different

resources and efforts to these issues.
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